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1 Section 1: 2019 September 10

Topics:

• Introductory details1

• Derivatives of exponentials2

• Derivatives of logarithms3

• An application4

• A handy tool5

After this class, I expect every student to be able to:

• Take d
dx

(ex) and explain the answer

• Take d
dx

(ln(x)) and explain the answer

• Use the chain rule for simple applications

• Use the product rule for simple applications

BACK TO TABLE OF CONTENTS
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1 Introductory details:

↪→Drop-in Office Hours every Thursday 10-12 in 6556 Haven Hall. No appointments needed.
↪→I always say yes to 1 on 1 appointments, but please try to come to office hours first. If
you can’t make office hours, though, don’t let that stop you from asking for an appointment.
↪→I always try to have grades by the following class. I guarantee grades will always be
returned within a week (for both problem sets and tests).
↪→I always respond to emails within 24 hours (including weekends, excluding holidays).

2 Derivatives of exponentials:

Let’s begin our discussion with the following rule, which you probably saw in math camp:

Recall: In order to take the derivative of some variable x ∈ R when it is the exponent
of some constant r ∈ R, we can use the rule:

d

dx
(rx) = rx ln(r)

We’re just going to take this rule as a given so that we can figure out what’s so special
about Euler’s constant e. This interesting special property of e is that it satisfies the much
simpler rule:

d

dx
(ex) = ex

To see exactly what this means, I wrote some code in R (available on Canvas in the Sec-
tion Materials folder)1 that first asks you to choose a constant r, and let’s cut to the chase
by choosing r = e (In section we played around with many different values for r to show
that e is special; you can replicate this if you like by downloading the code and changing the
value in the first line to something other than e.). The code does the following: first it plots
rx against r in any range you choose, like this:

1The full code for any computer program that I show during sections will always be posted to Canvas so
that you can do whatever you want with it.
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Next it calculates the derivative of the curve at each of those points, using our rule for
taking a derivative with respect to an exponent. By the derivative of the curve at each point,
we mean the line that lies tangent to the curve at that point. Drawing these lines, we get:

Now let’s write down the (x, y) values of the points beside the value of the slope m of
the tangent at each point:
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The quite amazing thing about this plot is that the m values exactly match the y-values
of the corresponding point of the function!

Remark: We know that at each point, m = d
dx
ex. Recalling that the y-values are

given by y = ex, the fact that the slope values exactly match the y-values therefore means
that

m = ex

So,

d

dx
ex = ex

If you play around with the R code, you will see that e is quite special in this regard.
Changing the constant r so that it is more distant from e will also change the slope values
so that they are more distant from the corresponding y-values.

Note: This result checks out with our rule for taking a derivative with respect to an
exponent. Recall that ln(e) = 1. Using the rule,

d

dx
ex = ex ln(e)

d

dx
ex = ex · 1

d

dx
ex = ex
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3 Derivatives of logarithms:

Using this property of e, we can figure out another tricky fact: d
dx

ln(x). Let’s make things
easier on ourselves by assuming that ln(x) is differentiable (this is far from being obviously
true, but it turns out to be fine). We’re also going to need the following rule:

Recall: The chain rule says that the derivative of a composition of functions f ◦ g
is the derivative of the outside function times the derivative of the inside function, so

(f ◦ g)′ = (f ′ ◦ g) · g′

Now we can begin with the fact

d

dx
x = 1

Since eln(x) = x by definition, we can substitute in

d

dx
eln(x) = 1

Now let’s try to figure out what is the derivative of eln(x). Our assumption that ln(x) is
differentiable allows us to apply the chain rule. So, using our special property of e,

d

dx
eln(x) = eln(x)

d

dx

(
ln(x)

)
With eln(x) = x by definition,

d

dx
eln(x) = x

d

dx

(
ln(x)

)
Now, using our identity above, substitute

1 = x
d

dx

(
ln(x)

)
Dividing both sides by x,

d

dx

(
ln(x)

)
=

1

x

�

4 An application:

Let’s remind ourselves of another incredibly important rule:

Recall: The product rule says that the derivative of the product of any two
differentiable functions f and g is given by:
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(f · g)′ = f ′ · g + g′ · f

Example: Let’s use the chain rule, the product rule, and the two derivatives we just

learned to find the derivative of
(
ex · ln(x)

)2
By the chain rule,

d

dx

((
ex · ln(x)

)2)
= 2 ·

(
ex · ln(x)

)
·
(
d

dx

(
ex · ln(x)

))
By the product rule,

d

dx

((
ex · ln(x)

)2)
= 2 ·

(
ex · ln(x)

)
·
(
d

dx
(ex) · ln(x) + ex · d

dx

(
ln(x)

))
By the properties of ex and ln(x),

d

dx

((
ex · ln(x)

)2)
= 2 ·

(
ex · ln(x)

)
·
(
ex · ln(x) + ex · 1

x

)
5 A handy tool:

I did a quick demonstration of how to double check your work using Wolfram|Alpha,
which is an incredible professional tool that is always my first stop for obnoxious math
problems that crop up in my research. I rely very heavily on this tool, and any empiricist can
benefit enormously from being comfortable with it. 598 is a good moment to practice how to
communicate math problems to Wolfram|Alpha, but of course please only use Wolfram|Alpha
to double check work, not to do the work for you. Needless to say, asking Wolfram|Alpha to
do your homework completely defeats the purpose of taking the class, and I trust everyone
not to do that. As Stan Lee put it in Amazing Fantasy #15:
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To start you off, here are some search terms related to 598, written in language that
Wolfram|Alpha will understand (you can just copy-paste them and they will work directly):

d/dx(e^x)

d/dx(ln(x))

d/dx((e^(x)*ln(x))^2) = 2*(e^(x)*ln(x)) * (e^x*ln(x)+e^x*1/x)

chain rule

product rule

plot e^x and d/dx(e^x) from x =-10 to 10

[5 383 41 7] * [91 324 5 102]

taxicab metric

And here are some that are not so related to 598 ...

albert einstein curve

jerry seinfeld dog vision

e minor scale

nash equilibrium

definition of pneumonoultramicroscopicsilicovolcanoconiosis

area of quebec province / area of france

prime divisors of 2910390215648

Snoopy’s family
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2 Section 2: 2019 September 17

Topics:

• Using mountain climbing to interpret partial derivatives1

After this class, I expect every student to be able to:

• Associate a clear picture with partial and directional derivatives

• Be able to describe partial derivatives with reference to a 3D
surface

BACK TO TABLE OF CONTENTS
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1 Using mountain climbing to interpret partial derivatives:

We began with a thorough tour of partial derivatives using a 3D plot of the volcano matrix
in R. We followed a mountain climber up the volcano using a series of different rulesets to
attach some strong visuals to the mathematical ideas from lecture. Some still examples of
the 3D plot follow, and the code is available on Canvas.2

2Or on request.
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A note on my usage of R in 598: For those who don’t know R yet, the R codes that
I provide for you are meant to be very aspirational examples. Of course the main purpose
is to illustrate the concept that we’re studying that section, but the secondary purpose is
to demonstrate something R can do that is relevant to math. So while illustrating concepts
in R, I am specifically trying to do so in creative ways that help you imagine how R can be
used to understand and examine models or data. In this particular section, I have chosen
to do something intensely nasty and painful: 3D plotting in R. If you are ever unfortunate
enough to want to make a 3D plot in R, I encourage you to look back at my code from this
section as a first step.

Exercise: Let’s say that there is a simple mountain that is represented by the
following function in 2 dimensions:

z = −x2 · y + 100

Exercise: What would this mountain look like? Try to draw it in 3 dimensions. Does
this remind you of anything? Answer: On the range x, y ∈ {0; 10}, it looks something like
this, which is like the figure that Iain drew on the board in class yesterday and demonstrated
by pushing a paper down in one corner.

Exercise: What is ∂
∂x

(z)? What does this represent? Ans: −2xy. It represents the
rate of change in z with respect to x. It means that as we change x, the amount that z
changes depends on y. This makes sense because changes at x result in much more extreme
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changes in the value of z when we have a high y value than when we have a low one, as we
can see by looking at the figure.

Exercise: What is ∂2

∂x2
(z)? What does this represent? Ans: −2y. This represents

the rate of change in how much z changes whenever we change x. So it answers the question:
when x is larger, do changes in x cause z to change more or less quickly? The fact that
it does not depend on x, but does depend on y, means that z changes an equal amount in
response to any change in x regardless of the value of x, but changes in x matter more when
y is larger. That is a complicated idea – try to parse it while looking at the 3 Dimensional
of the simpler surface head-on from the x-axis.

Exercise: What is ∂
∂y

(z)? What does this represent? Ans: −x2. So the rate of
change of z with respect to y does not depend at all on y, but it does strongly depend on x.
This can be seen by looking at the 3D figure head-on from the y-axis – then the relationship
between z and y is a downwards sloping parabola when x > 0.

Exercise: What is ∂2

∂y2
(z)? What does this represent? Ans: 0. This means that the

rate at which z changes in y is always the same, which makes sense because the relationship
between z and y is linear in the equation of the surface.

Exercise: What is ∂2

∂y∂x
(z)? What does this represent? Ans: −2x. This is the rate

of change of z with respect to y and x together. This tells us how the rate of change of z with
respect to x increases or decreases as we also move through the y dimension. From looking
at the figure it makes sense that this is negative, because at low values of y increasing x only
slightly decreases z, while at high values of y increasing x causes an extremely large decrease
in z.

Exercise: What is ∂2

∂x∂y
(z)? What does this represent? Ans: −2x. Its interpretation

is identical to the interpretation of the cross partial derivative taken in the opposite order,
and these must always have identical values.

13



3 Section 3: 2019 September 24

Topics:

• Taylor series1

• First and second directional derivatives2

After this class, I expect every student to be able to:

• Take the nth order Taylor series approximations of simple func-
tions for small n

• Take first and second directional derivatives of a simple function

BACK TO TABLE OF CONTENTS
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1 Single-variable Taylor series approximations:

Recall: In lecture we saw that the Taylor Series at point a of a function f(x) that
can be differentiated any number of times at point a is given by

f(a) + f ′(a)(x− a) +
f ′′(a)

2!
(x− a)2 +

f ′′′(a)

3!
(x− a)3 + · · ·

Note: This is much easier to remember if you notice that the first term is not an
exception to the rule, because the simplified (and most common) way of writing the Taylor
Series is exactly the same as writing:

f(a)

0!
(x− a)0 +

f ′(a)

1!
(x− a)1 +

f ′′(a)

2!
(x− a)2 + · · ·

In fact, to remember the Taylor Series, I always think to myself “Take the derivative zero
times, divide by zero factorial, and multiply by (x − a) to the power of zero. In the next
term take the derivative once, divide by one factorial, and multiply by (x− a) to the power
of one. Then, ...” With this thought process, you only need to remember the three pieces
that go into all of the terms.

Recall: When Iain says or writes, for example, “a Taylor approximation of order 2”,
recall that the “order” of a polynomial (or the degree of a polynomial) usually means the
largest exponent of that polynomial. So a Taylor approximation of order 2 means up to the
2nd term – that is, the 2nd order Taylor approximation of f(x) which is twice differentiable
at point a is

f(a) + f ′(a)(x− a) +
f ′′(a)

2!
(x− a)2

Exercise: Calculate the nth order Taylor approximations of sin(x) for increasing
values of n, starting at 0, and centering at first on point a = 0. We did a few of these, and
the first 8 are shown in the following figure.
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Exercise: This figure has a very surprising and mysterious property: we discovered
that with a = 0, all of the even approximations of sin(x) (beyond order 0) are no better than
the preceding approximation, so for example the order 2 Taylor approximation to sin(x) is
no better than the order 1 approximation to sin(x). Also, we would probably expect the
order 2 approximation to look quadratic, and it really does not. To try to understand this,
everyone individually calculated the order 2 and order 4 Taylor approximation to sin(x).
Answer: The order two term in the Taylor approximation to sin(x), call this term t2, is
given by:

t2 =
sin′′(a)

2!
(x− a)2

So with a = 0,

t2 =
− sin(0)

2!
(x− 0)2

t2 = 0

The order 4 approximation is also 0 for similar reasons. So it makes sense that it does not
change the shape of the approximation at all or make it any more accurate; if we take the
derivative of sin(x) an even number of times, we will always obtain either sin(x) or − sin(x),
both of which evaluate to 0 when x is a multiple of 2π. But odd order approximations will
evaluate cos(0) instead of sin(0), so they will obtain 1 instead of 0 and be nonzero functions
of the expected order.

Note: We have discussed a few times in lecture that adding more terms onto the
Taylor approximation does not necessarily make it more accurate, except in the limit of
adding infinite terms onto it. This discovery about sin(x) gives a very natural and common
example of that.

Part of this argument was that a = 0 (or, really, that a ≡ 0 mod 2π). So what if we choose
some other a, say a = 2? Those plots follow, and they also illustrate the broader points that
a is the point at which the Taylor approximation always fits best, and also that the choice
of a strongly affects the shape of the Taylor approximations.
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Next we quickly convinced ourselves that, no matter what a we choose, if we pick a high
enough degree the Taylor fit will be really good:

2 Directional derivatives and Hessians:

Exercise: Let’s dive deeper on a function that we saw in an example in lecture, and
which is fairly similar to the one you have to think about on your next problem set: let’s
consider f(x, y) = x2y2. A 3D plot of this function on the range x ∈ {0; 4}, y ∈ {2; 6} (also
chosen to match the range in your problem set) looks like this:

First, everyone individually computed the Hessian matrix of f(x, y) = x2y2, which is
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H(f) =

 ∂2f
∂x2

∂2f
∂x∂y

∂2f
∂y∂x

∂2f
∂y2



H(f) =

2y2 4xy

4xy 2x2


Just like in the problem set, let’s first focus on the point (a, b) = (2, 4). What is the Hessian
at that point?

H(2, 4) =

 2 · 42 4 · 2 · 4

4 · 2 · 4 2 · 22


H(2, 4) =

[
32 32
32 8

]
Exercise: Now let’s calculate the directional derivative at (2, 4) looking to the

point (3, 3), as in the problem set. Answer: With reference to the lecture notes, the
first directional derivative is given by

D(3,3)f(2, 4) = Df(2, 4) · u
|u|

D(3,3)f(2, 4) =
[
∂f(2,4)
∂x

∂f(2,4)
∂y

]
·

[
3− 2 3− 4

]√
(3− 2)2 + (3− 4)2

D(3,3)f(2, 4) =
[
2xy2

∣∣
(2,4)

2x2y
∣∣
(2,4)

]
·
[

1√
2
− 1√

2

]
D(3,3)f(2, 4) =

(
2 · 2 · 42 − 2 · 4 · 4

) 1√
2

D(3,3)f(2, 4) ≈ 22.63

This is the red line in the following plot, but if it were normalized to be of length 1,
connecting (2,4) represented by the orange block to (3,3) represented by the green block:
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Exercise: Because we’re overachievers, let’s also take the second directional deriva-
tive. Answer: With reference to the lecture notes, the second directional derivative is given
by

D2
(3,3)f(2, 4) =

u

|u|
H(2, 4)

uT

|u|

D2
(3,3)f(2, 4) =

[
1√
2
− 1√

2

] [32 32
32 8

] 1√
2

− 1√
2


D2

(3,3)f(2, 4) = −12

Note: Once upon a time, as an energetic and eager undergraduate, I struggled
mightily trying to calculate directional derivatives in Wolfram|Alpha – no matter how many
times I checked and re-checked my procedure, I couldn’t get the numbers to match the
computer’s. The reason is this. To get a directional derivative in Wolfram|Alpha, for example
the one we’re currently studying, you can phrase the query as

derivative x^2y^2 at (2,4) in the direction (1,-1)
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where what comes after “in the direction” is the vector direction, not the point that you are
moving in the direction of. If you instead input

derivative x^2y^2 at (2,4) in the direction (3,3)

you will get the answer to a completely different question: Wolfram|Alpha thinks you’re
talking about the vector

[
3 3

]
, not the point (3, 3). I once spent many miserable hours

struggling with this, so please don’t waste your precious time on Earth the same way I did.
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4 Section 4: 2019 October 1

Topics:

• Dealing with systems of linear equations and Gauss-Jordan
elimination1

After this class, I expect every student to be able to:

• Identify whether or not a matrix is in row echelon form

• Identify whether or not a matrix is in reduced row echelon form

• Translate a system of linear equations into a matrix

• Turn that matrix into reduced row echelon form

BACK TO TABLE OF CONTENTS
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1 Dealing with systems of linear equations:

Recall: A matrix is in row-echelon form if all of the following are true:
↪→ The leftmost nonzero entry in each row (called the leading entry) is a 1,
↪→ Every leading entry is to the right of the leading entry above it,
↪→ Rows that only contain zeroes are at the bottom of the matrix.

Recall: A matrix is in reduced row-echelon form if it is in row-echelon form, and
↪→ Each leading 1 is the only nonzero entry in its column

Recall: The elementary row operations are as follows:
↪→ Switch two rows
↪→ Multiply a row by a nonzero scalar
↪→ Add a multiple of one row to another

Question: What’s so special about these elementary row operations? These are tools
for simplifying a system of equations without changing the result. Let’s convince ourselves
of that right now.

Exercise: Let’s consider the following system of equations:3

Equation 1: 3x+ 4y + z = 1

Equation 2: 2x+ 3y = 0

Equation 3: 4x+ 3y − z = −2

So let’s solve it in the simplest way we know how: using substitution. By Equation 2, we
have

3y = −2x

y = −2

3
x

Inserting this into Equation 1,

3x+ 4
(
− 2

3

)
x+ z = 1

3x− 8

3
x+ z = 1

1

3
x+ z = 1

3This example is heavily adapted from an example in (Nicholson, 1995: p. 8).

24



1

3
x = 1− z

x = 3− 3z

Now inserting these into, say, Equation 3:

4x+ 3y − z = −2

4(3− 3z) + 3
(
− 2

3
(3− 3z)

)
− z = −2

12− 12z − 6 + 6z − z = −2

−7z = −8

z =
8

7

So that we have

x = 3− 3
8

7

x =
21

7
− 24

7

x = −3

7

And

y = −2

3

(
− 3

7

)
y =

2

7

Now let’s see why elementary row operations are OK to apply to a system of linear equa-
tions. We took a few minutes here, during which some people tried to change the result by
adding a multiple of one of these equations to the other, some people tried to change the
result by multiplying both sides of one of the equations by a nonzero scalar, and some people
investigated what happens when you multiply both sides of an equation by 0. It should be
clear that switching the order of the equations certainly does not change the answer we will
get.

Note: The extreme horror of solving this system by substitution is our main moti-
vation for wanting to use matrices to solve systems of linear equations. Imagine if we had 55
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variables and 100 equations, it could take us all day to solve a big system by substitution.

Example: To that end, let’s rewrite that system of equations as a matrix.3 4 1 1
2 3 0 0
4 3 −1 −2


Our first job is to get a 1 in the top-left index. A very natural first step is to subtract row
2 from row 1:1 1 1 1

2 3 0 0
4 3 −1 −2


Now we can use this newfound 1 to reduce the next two rows to zero, first by subtracting 2
times the first row from the second row:1 1 1 1

0 1 −2 −2
4 3 −1 −2


And next by subtracting 4 times row 1 from row 3:1 1 1 1

0 1 −2 −2
0 −1 −5 −6


Now these other rows can be used to get some zeroes in the digits behind the leading digits.
First let’s subtract row 2 from row 1:1 0 3 3

0 1 −2 −2
0 −1 −5 −6


Adding row 2 to row 3 will produce a similar effect:1 0 3 3

0 1 −2 −2
0 0 −7 −8


We want to get this into reduced row echelon form, so the next step should be to adjust row
3 so that its only remaining coefficient is 1, by multiplying it by the scalar −1

7
:1 0 3 3

0 1 −2 −2
0 0 1 8

7


Adding two times row 3 to row 2 produces the following result:
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1 0 3 3
0 1 0 2

7

0 0 1 8
7


And finally, subtracting 3 times row 3 to row 1 produces the reduced row echelon form
augmented matrix:1 0 0 −3

7

0 1 0 2
7

0 0 1 8
7


If we split this apart into equations again, we get the three equations

x = −3
7

y = 2
7

z = 7
8

So we can see that it matches the direct result we got by substitution.

Exercise: Solve the following system of equations4

2x4 + x5 = 9

−2x2 − 6x3 + 2x4 = 2

2x2 + 6x3 − 2x4 + 2x5 = 0

3x2 + 9x3 + 2x4 + 2x5 = 19

Answer: First write this system of linear equations as a matrix.


0 0 0 2 1 9
0 −2 −6 2 0 2
0 2 6 −2 2 0
0 3 9 2 2 19



R3+R2→R2

−−−−−−−−→


0 0 0 2 1 9
0 0 0 0 2 2
0 2 6 −2 2 0
0 3 9 2 2 19


4This example is heavily adapted from an example in (Nicholson, 1995: p. 17).
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R4+R3→R4

−−−−−−−−→


0 0 0 2 1 9
0 0 0 0 2 2
0 2 6 −2 2 0
0 1 3 4 0 19



R3−2R4→R3

−−−−−−−−→


0 0 0 2 1 9
0 0 0 0 2 2
0 0 0 −10 2 −38
0 1 3 4 0 19



1
2
R2→R2

−−−−−−−−→


0 0 0 2 1 9
0 0 0 0 1 1
0 0 0 −10 2 −38
0 1 3 4 0 19



R1−R2→R1

−−−−−−−−→


0 0 0 2 0 8
0 0 0 0 1 1
0 0 0 −10 2 −38
0 1 3 4 0 19



1
2
R1→R1

−−−−−−−−→


0 0 0 1 0 4
0 0 0 0 1 1
0 0 0 −10 2 −38
0 1 3 4 0 19



R3+10R1→R3

−−−−−−−−→


0 0 0 1 0 4
0 0 0 0 1 1
0 0 0 0 2 2
0 1 3 4 0 19



R3−2R2→R3

−−−−−−−−→


0 0 0 1 0 4
0 0 0 0 1 1
0 0 0 0 0 0
0 1 3 4 0 19
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R4−4R1→R4

−−−−−−−−→


0 0 0 1 0 4
0 0 0 0 1 1
0 0 0 0 0 0
0 1 3 0 0 3



R4↔R4

−−−−−−−−→


0 1 3 0 0 3
0 0 0 1 0 4
0 0 0 0 1 1
0 0 0 0 0 0



Note: We can double check that last answer using Wolfram|Alpha with the text

row reduce {{0,0,0,2,1,9},{0,-2,-6,2,0,2},{0,2,6,-2,2,0},{0,3,9,2,2,19}}
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5 Section 5: 2019 October 8

Topics:

• Gauss-Jordan elimination using matrices1

• LU factorisation2

After this class, I expect every student to be able to:

• Perform Gauss-Jordan elimination using matrix multiplication
as the elementary row operations

• Describe in words what the LU factorisation looks like

BACK TO TABLE OF CONTENTS
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1 Gauss-Jordan elimination using matrices:

Theorem 1. Let A ∈ Cm×m be a square matrix, m ∈ N. A can be transformed into an m×m
upper triangular matrix by left-multiplying A by a sequence of lower-triangular matrices Lk,
as

Lm−1 · · ·L2L1A = U

Denoting the product Lm−1 · · ·L2L1 as L−1, the matrix LU is a factorization of A.

Note: LU is a mnemonic: L stands for Lower triangular and U stands for Upper
triangular. Nice!

Note: Theorem 1 describes an amazingly deep connection between the idea of Gauss-
Jordan elimination and matrix multiplication. It is one example of how we can reduce a
matrix to row-echelon form using matrix multiplication (the matrix U in the LU factoriza-
tion is not necessarily in row-echelon form, but it is very close, and can easily be brought
to row-echelon form). This is built on the following incredible fact: each elementary row
operation is equivalent to left-multiplication by a corresponding matrix. Those equivalencies
are as follows:

↪→In order to switch rows i and j, we can left-multiply by a slight modification of the identity
matrix, where we have switched rows i and j. To switch rows 2 and 3 of a 3× 3 matrix, we
would use:

1 0 0
0 0 1
0 1 0

1 2 3
4 5 6
7 8 9

 =

1 2 3
7 8 9
4 5 6


↪→In order to multiply row i by a nonzero scalar, we can left-multiply by another modifica-
tion of the identity matrix, where we have multiplied row i by the scalar r. To multiply row
1 of a 3× 3 matrix by 2, we would use:

2 0 0
0 1 0
0 0 1

1 2 3
4 5 6
7 8 9

 =

2 4 6
4 5 6
7 8 9


Exercise: In small groups, see if you can figure out the matrix that corresponds to

the last elementary row operation: how would you multiply add a scalar r times row i of a
3× 3 matrix to row j of that matrix? Answer:

↪→In order to multiply row i by a nonzero scalar and add it to row j, we can left-multiply
by another modification of the identity matrix, where we have replaced index j, i with the
scalar r. So if we wanted to multiply 2 times row 2 to row 3 of our 3×3 matrix, we would use:
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1 0 0
0 1 0
0 2 1

1 2 3
4 5 6
7 8 9

 =

 1 2 3
4 5 6

2 · 4 + 7 2 · 5 + 8 2 · 6 + 9


1 0 0

0 1 0
0 2 1

1 2 3
4 5 6
7 8 9

 =

 1 2 3
4 5 6
15 18 21


2 LU factorisation:

Example: 5 We will use very similar ideas (although not exactly these matrices) to
bring a matrix into its LU factorization. We will begin with a 4 × 4 matrix, and the idea
will be to left-multiply it by 3 matrices, where each matrix converts another column into
row-echelon form. Consider the matrix A defined as

A =


2 1 1 0
4 3 3 1
8 7 9 5
6 7 9 8


First we want to turn every entry in the first column into a 0, except the entry in row 1.
How are we going to do that? Surely we want to subtract twice row 1 from row 2, four times
row 1 from row 3, and 3 times row 1 from row 4. With reference to our matrix that adds a
multiple of one row to another row, it looks like this should do the job:

L1 =


1 0 0 0
−2 1 0 0
−4 0 1 0
−3 0 0 1


Checking that this works, then:

1 0 0 0
−2 1 0 0
−4 0 1 0
−3 0 0 1




2 1 1 0
4 3 3 1
8 7 9 5
6 7 9 8

 =


2 1 1 0
0 1 1 1
0 3 5 5
0 4 6 8


Our next move is to get rid of the 3 and 4 in column 2. It looks straightforward enough to
do this: we can use the one in position (2,2) to subtract 3 times row 2 from row 3 and 4
times row 2 from row 4. The matrix that will do this for us is as follows:

5This example is dramatically expanded from an example in (Trefethen and Bau III, 1997: p. 148),
although for the parts that they covered, I tried to change as little as possible; my iron rule of teaching is
that if Trefethen and Bau III have already explained something, then it’s already been explained just about
as well as it possibly can be.
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L2 =


1 0 0 0
0 1 0 0
0 −3 1 0
0 −4 0 1


Checking this:

1 0 0 0
0 1 0 0
0 −3 1 0
0 −4 0 1




2 1 1 0
0 1 1 1
0 3 5 5
0 4 6 8

 =


2 1 1 0
0 1 1 1
0 0 2 2
0 0 2 4


Question: What should our last matrix be? Answer:

L3 =


1 0 0 0
0 1 0 0
0 0 1 0
0 0 −1 1


Checking this:

1 0 0 0
0 1 0 0
0 0 1 0
0 0 −1 1




2 1 1 0
0 1 1 1
0 0 2 2
0 0 2 4

 =


2 1 1 0
0 1 1 1
0 0 2 2
0 0 0 2


This matrix is exactly what we sought: it is upper triangular. So we can say that

U =


2 1 1 0
0 1 1 1
0 0 2 2
0 0 0 2


Which means that we have obtained the following equation:

L3L2L1A = U


1 0 0 0
0 1 0 0
0 0 1 0
0 0 −1 1




1 0 0 0
0 1 0 0
0 −3 1 0
0 −4 0 1




1 0 0 0
−2 1 0 0
−4 0 1 0
−3 0 0 1




2 1 1 0
4 3 3 1
8 7 9 5
6 7 9 8

 =


2 1 1 0
0 1 1 1
0 0 2 2
0 0 0 2


But what we said we really wanted was to factor A; we want two matrices which, when
multiplied together, get A. To find this, we observe, as in the problem set, that A = LU
where L = L−11 L−12 L−13 . So to find the L that satisfies A = LU , we now have to find the
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inverses of the matrices Lk. Let’s start with L1. First we want to find the determinant of
this 4× 4 matrix:∣∣∣∣∣∣∣∣

1 0 0 0
−2 1 0 0
−4 0 1 0
−3 0 0 1

∣∣∣∣∣∣∣∣ = L(1, 1)·L1(−1,−1)−L(1, 2)·L1(−1,−2)+L(1, 3)·L1(−1,−3)−L(1, 4)·L1(−1,−4)

After witnessing this brutal reality, I recommend that you take a moment, breathe, look out
a window, relax, and only then continue.∣∣∣∣∣∣∣∣

1 0 0 0
−2 1 0 0
−4 0 1 0
−3 0 0 1

∣∣∣∣∣∣∣∣ = 1 ·

∣∣∣∣∣∣
1 0 0
0 1 0
0 0 1

∣∣∣∣∣∣− 0 ·

∣∣∣∣∣∣
−2 0 0
−4 1 0
3 0 1

∣∣∣∣∣∣+ 0 ·

∣∣∣∣∣∣
−2 1 0
−4 0 0
3 0 1

∣∣∣∣∣∣− 0 ·

∣∣∣∣∣∣
−2 1 0
−4 0 1
3 0 0

∣∣∣∣∣∣
∣∣∣∣∣∣∣∣

1 0 0 0
−2 1 0 0
−4 0 1 0
−3 0 0 1

∣∣∣∣∣∣∣∣ = 1 ·
∣∣∣∣1 0
0 1

∣∣∣∣− 0 ·
∣∣∣∣0 0
0 1

∣∣∣∣+ 0 ·
∣∣∣∣0 1
0 0

∣∣∣∣
∣∣∣∣∣∣∣∣

1 0 0 0
−2 1 0 0
−4 0 1 0
−3 0 0 1

∣∣∣∣∣∣∣∣ = 1 · 1

1 · 1− 0 · 0

∣∣∣∣∣∣∣∣
1 0 0 0
−2 1 0 0
−4 0 1 0
−3 0 0 1

∣∣∣∣∣∣∣∣ = 1

That could have been worse! Now we can use this mercifully simple determinant to find the
inverse. Sadly, finding the full inverse requires finding the value of the determinant deleting
each combination of rows and columns, from deleting the row 1 and column 1, row 1
and column 2, . . ., all the way up to deleting row 4 and column 4. So the result looks like
this:

A−1 =
1

|A|
(−1)i+j|Mji|

A−1 =
1

|A|


|M11| −|M21| |M31| −|M41|
−|M12| |M22| −|M32| |M42|
|M13| −|M23| |M33| −|M43|
−|M14| |M24| −|M34| |M44|


Where |Mij| is the determinant of the submatrix obtained by taking A and removing row i
and column j. Notice that the + and − signs alternate in the following nice pattern:
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+ − + −
− + − +
+ − + −
− + − +


Theorem 2. Life is short.

Proof. According to The Center for Disease Control, the average American life span is 78.7
years. That’s only 157 semesters.

With Theorem 2 in mind, let’s pause here and do something that is often an extremely good
idea in math: let’s step back and see if there’s any simpler way to do this than to apply the
full horrendous algorithm. And indeed, if we squint at the matrix L1 for a while, we’re likely
to notice the following pattern. We want to find a matrix L−11 satisfying

L−11 L1 = I4×4

So all we need to do is eliminate the 2, 3, and 4 out of the leftmost column of L1 without
touching any of the other rows or columns, and we’ll reduce it down to the identity matrix.
Following this intuition leads us to the matrix

1 0 0 0
2 1 0 0
4 0 1 0
3 0 0 1




1 0 0 0
−2 1 0 0
−4 0 1 0
−3 0 0 1

 =


1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1


This turns out to be a general claim about this sort of matrix: when we have a lower tri-
angular matrix with nonzero entries off the diagonal in just one column, the inverse of that
matrix can be obtained by just flipping the minus signs on each element below the diagonal.
If you like, go back and check that the formula we wrote out for an inverse will get us the
result that we just claimed.

To finish the example, let’s go back and find the inverse of both L2 and L3. These are
similarly given by

L−12 =


1 0 0 0
0 1 0 0
0 3 1 0
0 4 0 1


And

L−12 =


1 0 0 0
0 1 0 0
0 0 1 0
0 0 1 1
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Finally, their product L is as clean as can be: we just mush together all of the nonzero
entries in all of the matrices Lk:
And 

2 1 1 0
4 3 3 1
8 7 9 5
6 7 9 8

 =


1 0 0 0
2 1 0 0
4 3 1 0
3 4 1 1




2 1 1 0
0 1 1 1
0 0 2 2
0 0 0 2


Exercise: (Not covered in section) Try to bring the matrix U into reduced row-

echelon form. First do it using elementary row operations explicitly. Next, try to do it by
changing the matrix L.
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6 Section 6: 2019 October 22

Topics:

• Quick chat about grades in a PhD program1

• A humane method for finding matrix inverses2

After this class, I expect every student to be able to:

• Take a matrix inverse much more easily

• Feel more comfortable about the midterm!

BACK TO TABLE OF CONTENTS
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1 Quick chat about grades in a PhD program:

We started this lesson by talking through what grades mean in a PhD program. I argue
that grades could matter in exactly the following situations:

i) When you’re taking a dual degree that has a minimum grade requirement
ii) If you’re somehow at risk of falling below the Rackham 3.0 average threshold to be In

Good Standing, which is not a concern for anyone who puts in the bare minimum effort in
classes in our department

iii) If you manage to find a grant or funding source that somehow cares about the grades
you’ve gotten in your PhD program

iv) If you later want to drop out of the program and get a job or apply to another pro-
gram using the grades you got in this program

v) It has happened that people who really don’t try in methods classes, to the tune of
skipping a large number of problem sets, and thereby get lower than a B, are later encour-
aged not to minor in methods

At this point I talked about the subtleties and the pitfalls of the “grades don’t matter”
message, and I opened the floor for any broader questions that people might have about
requirements and expectations in the program.

2 A humane method for finding matrix inverses:

Let’s motivate a new method for finding matrix inverses with an example.

Example: Suppose we wanted to find the inverse of the following 3× 3 matrix A:

A =

1 2 3
2 3 1
3 1 2


Using the inverse formula, we have to do the following four steps:

i) Find the Determinant of A, |A|
ii) Take the Transpose of A, A−1

iii) Find the Determinant of all of the 2 × 2 Minor Matrices of A−1, and calculate the
Adjugate Matrix by finding all of the Cofactors

iv) Divide the Adjugate Matrix by the determinant of A, |A|

Let’s follow this procedure now to find the inverse of this matrix.

i) Find |A|. By the Laplace expansion, |A| is given by1 2 3
2 3 1
3 1 2

 = 1 ·
∣∣∣∣3 1
1 2

∣∣∣∣− 2 ·
[
2 1
3 2

]
+ 3 ·

∣∣∣∣2 3
3 1

∣∣∣∣
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∣∣∣∣∣∣
1 2 3
2 3 1
3 1 2

∣∣∣∣∣∣ = (3 · 2− 1 · 1)− 2 · (2 · 2− 1 · 3) + 3 · (2 · 1− 3 · 3)

∣∣∣∣∣∣
1 2 3
2 3 1
3 1 2

∣∣∣∣∣∣ = 5− 2− 21

∣∣∣∣∣∣
1 2 3
2 3 1
3 1 2

∣∣∣∣∣∣ = −18

ii) Next, we take the transpose of our (symmetric) matrix A:

AT =

1 2 3
2 3 1
3 1 2


iii) Now, find the Determinant of all of the 2× 2 Minor Matrices of A−1, and calculate the
Adjugate Matrix by finding all of the Cofactors:

Adj(A) =



1 ·
∣∣∣∣3 1
1 2

∣∣∣∣ −1 ·
∣∣∣∣2 1
3 2

∣∣∣∣ 1 ·
∣∣∣∣2 3
3 1

∣∣∣∣
−1 ·

∣∣∣∣2 3
1 2

∣∣∣∣ 1 ·
∣∣∣∣1 3
3 2

∣∣∣∣ −1 ·
∣∣∣∣1 2
3 1

∣∣∣∣
1 ·
∣∣∣∣2 3
3 1

∣∣∣∣ −1 ·
∣∣∣∣1 3
2 1

∣∣∣∣ 1 ·
∣∣∣∣1 2
2 3

∣∣∣∣



Adj(A) =

 (3 · 2− 1 · 1) −(2 · 2− 1 · 3) (2 · 1− 3 · 3)
−(2 · 2− 3 · 1) (1 · 2− 3 · 3) −(1 · 1− 2 · 3)
(2 · 1− 3 · 3) −(1 · 1− 3 · 2) (1 · 3− 2 · 2)



Adj(A) =

 5 −1 −7
−1 −7 5
−7 5 −1


iv) Finally, divide the Adjugate Matrix by the determinant of A, |A|:

A−1 =
1

|A|
Adj(A)
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A−1 = − 1

18

 5 −1 −7
−1 −7 5
−7 5 −1



A−1 =


− 5

18
1
18

7
18

1
18

7
18

− 5
18

7
18

− 5
18

1
18


Recall: With that hideous example finally done, let’s recall Theorem 2. There has

to be a better way than this. Thankfully, there is!

Theorem 3. Consider a k × k invertible matrix A, for any k ∈ N:

A =

a11 . . . a1k
...

. . .
...

ak1 . . . akk


Now consider the concatenation of A together with Ik×k in augmented matrix form, as: a11 . . . a1k 1 · · · 0

...
. . .

...
...

. . .
...

ak1 . . . akk 0 · · · 1


If the left-hand side of the augmented matrix (containing A) is brought to reduced row-

echelon form, then the right-hand side contains A−1.

Example: So now let’s return to the previous Example and see if Theorem 3 does
indeed make our lives easier like I promised.

Theorem 3 says that first we want to staple I3×3 onto A in the form of an augmented matrix,
like this: 1 2 3 1 0 0

2 3 1 0 1 0
3 1 2 0 0 1


Next, we want to bring it to reduced row-echelon form. We know how to do that: Gaussian
elimination! So let’s give it a go.

R2−2R1→R2

−−−−−−−−→

 1 2 3 1 0 0
0 −1 −5 −2 1 0
3 1 2 0 0 1
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R3−3R1→R3

−−−−−−−−→

 1 2 3 1 0 0
0 −1 −5 −2 1 0
0 −5 −7 −3 0 1



R3−5R2→R3

−−−−−−−−→

 1 2 3 1 0 0
0 −1 −5 −2 1 0
0 0 18 7 −5 1



1
18
R3→R3

−−−−−−−−→

 1 2 3 1 0 0
0 −1 −5 −2 1 0
0 0 1 7

18
− 5

18
1
18



5R3+R2→R2

−−−−−−−−→


1 2 3 1 0 0

0 −1 0 − 1
18
− 7

18
5
18

0 0 1 7
18

− 5
18

1
18



2R2+R1→R1

−−−−−−−−→


1 0 3 16

18
−14

18
10
18

0 −1 0 − 1
18
− 7

18
5
18

0 0 1 7
18

− 5
18

1
18



R1−3R3→R1

−−−−−−−−→


1 0 0 − 5

18
1
18

7
18

0 −1 0 − 1
18
− 7

18
5
18

0 0 1 7
18

− 5
18

1
18



R1−3R3→R1

−−−−−−−−→


1 0 0 − 5

18
1
18

7
18

0 1 0 1
18

7
18

− 5
18

0 0 1 7
18

− 5
18

1
18
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So, just as with our previous method, we found

A−1 =


− 5

18
1
18

7
18

1
18

7
18

− 5
18

7
18

− 5
18

1
18
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7 Section 7: 2019 October 29

Topics:

• Sets, mappings, and set sizes1

• Countability and uncountability2

After this class, I expect every student to be able to:

• define 1 to 1 and onto

• describe how to use 1 to 1 and onto correspondences to compare
set sizes

• summarize the difference between “discrete” and “continuous”
using the idea of sets and mappings

BACK TO TABLE OF CONTENTS
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1 Sets and mappings:

Sets are the fundamental building blocks of modern math.

You already know that numbers can be arranged into sets: N,R,Z,C, and so on. But a
crucial observation is that many of the functions and procedures that you’ve studied in 598
and 599 can be written as mappings from a set of numbers to a set of numbers. Let’s look
at some examples.

Example: The function n2 for n ∈ N maps as follows:
1
2
3
...

 n2

−−−−−−−−→


1
4
9
...


This map will only ever produce natural numbers, so it maps from the set of natural numbers
to the set of natural numbers. We write this fact as n2 : N→ N.

Definition: A correspondence c from set S to T is called 1 to 1 or injective if c
never maps multiple elements of S onto the same element of T .

Note: In class I drew the following examples visually using matrices and lines con-
necting the individual elements. Theoretically I know how to do that in LaTeX too, using
the tikz package, but holy cow would it ever be a colossal pain. If you really want to see it,
email me and I’ll see what I can do.

Example: Say S = {1, 2, 3}, T = {A,B,C,D}, and we have
c(1) = A
c(2) = B
c(3) = C

This is a 1-1 function.

Example: Say S = {1, 2, 3}, T = {A,B,C,D}, and we have
c(1) = A
c(2) = B
c(3) = B

This is not a 1-1 function.

Definition: A correspondence c from set S to set T is called onto or surjective if
every element in T is mapped to by at least one element in S.

Example: Say S = {1, 2, 3, 4}, T = {A,B,C}, and we have
c(1) = A
c(2) = B
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c(3) = C
c(4) = C

This is an onto function.

Question: Is it 1-1? Answer: No, because 3 and 4 both output C.

Example: Say S = {1, 2, 3}, T = {A,B,C,D}, and we have
c(1) = A
c(2) = B
c(3) = C

This is not an onto function.

Question: Is it 1-1? Answer: Yes.

Definition: A set relation is called bijective (or, simply, 1 to 1 and onto) if it is
injective (1 to 1) and surjective (onto).

Question: Were any of the examples so far 1-1 and onto? Answer: No.

Example: Say S = {1, 2, 3, 4}, T = {A,B,C,D}, and we have
c(1) = A
c(2) = B
c(3) = C
c(4) = D

This is a 1 to 1 and onto function.

Example: We said that this is useful because sets and their relationships are the
fundamental building blocks of math. So let’s take this back to more familiar terrain for a
moment just to see the connection. Consider the function n2 for n ∈ N. Is this map 1 to 1?
Is it onto? Answer It is 1 to 1 because every natural number has a square. It is not onto
because not every natural number has a square root within the set of natural numbers. For
example, we can never square a natural number to obtain

√
5. Notice also that the square

root of positive integers is not 1 to 1, because for example
√

25 = 5 and
√

25 = −5, but
5 6= −5, there is both a positive and a negative root.

Example: Is n + 1 1 to 1 and onto for n ∈ N? Answer: It is 1 to 1, but it is not
onto, because it misses the smallest natural number.

Question: Can anyone suggest a mapping f : N→ N that is 1 to 1 and onto? Hint:
Think simple. Answer: f(n) = 1 · n suffices!

Exercise: Take any two sets S and T of different cardinalities (so, containing differ-
ent numbers of elements). Make a mapping that is 1 to 1 and onto between these two sets.
Answer: It is not possible to do so!
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Theorem 4. Sets S and T satisfy |S| = |T | iff there is a mapping f : S → T which is both
1 to 1 and onto.

In many presentations (Rosenthal et al., 2014: p. 87), this is actually not a theorem but
rather a definition of cardinality. To see why these two ideas are the same, let’s try to see
why your attempts to make a 1 to 1 and onto function between two sets of different sizes
didn’t work.

Suppose that |S| > |T |. Then in order to make the correspondence 1 to 1, you are going
to have to re-use elements in T . This means that if the correspondence is 1 to 1, it cannot
be onto, so it can never be both 1 to 1 and onto. Now suppose that |S| < |T |. In order
to make the correspondence onto, at least one element in S is going to have to map onto
multiple elements of T , which means that it is not a successful mapping; it fails to tell us
what to do to an element of S to get it into T . This means that the only case in which the
correspondence can be both 1 to 1 and onto is the case in which |S| = |T |.

2 Countability and uncountability:

↪→ We have talked about “countable” and “uncountable” sets. The difference between
these two, and the connection between them and “discrete” or “continuous” variables, is one
of the easiest, most powerful, and most beautiful proofs in modern math.

Remark: Discrete variables are defined on some (maybe improper) subset of the
set of all integers (Z, and recalling that N ⊂ Z), and continuous variables are defined on
some interval of the set of real numbers (R). We call the numbers that a discrete variable
is defined on “countable” (simply because natural numbers are the numbers that humans
count with), and the numbers that a continuous variable is defined on “uncountable”. This
naming convention is explained by the following theorem:

Theorem 5. It is not possible to associate every natural number with a real number, without
leaving any real numbers out.

Note: This theorem says that there are more real numbers than there are integers
or natural numbers, even though these sets of numbers are infinite.

Proof. First construct a countably infinite list of real numbers:6

6This step in the proof used to be very controversial, and a lot of historical effort went into showing
that such a list can be constructed. The rigorous proof for the existence of an arbitrary list of distinct reals
in decimal form turns out to be extremely difficult. If you’re interested in this, Kline (1972) has a really
wonderful discussion.
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1 . 0 0 0 0 0 · · ·
1 . 0 0 0 1 0 · · ·
3 . 1 4 1 5 9 · · ·
5 . 9 8 5 9 9 · · ·
2 . 1 0 1 0 1 · · ·
2 . 7 8 1 8 2 · · ·
...

...
...

...
...

...
...

. . .

When I call this list “countably infinite”, I mean that we can associate every number in
it with a natural number, which means that we can count the numbers in the list. I can
refer to the first number in the list, the second number in the list, the hundredth number in
the list, and so on. So, this list is no larger than the set of natural numbers.

Now, consider the ith digit of each of number i in the list, so the 1st digit of the 1st
number, the 2nd digit of the second number, and so on:

1 . 0 0 0 0 0 · · ·
1 . 0 0 0 1 0 · · ·
3 . 1 4 1 5 9 · · ·
5 . 9 8 5 9 9 · · ·
2 . 1 0 1 0 1 · · ·
2 . 7 8 1 8 2 · · ·
...

...
...

...
...

...
...

. . .

Let’s consider the number, call it r, that is formed by concatenating each of those digits
together:

r = 1.04502 · · ·

Now let’s modify every digit of this number, say by adding 1 to every non-9 digit, and
sending every 9 to 0. So we obtain a new real number, call it r′:

r′ = 2.15613 · · ·

r′ is real, but it is not in our countably infinite list, because its first digit differs from
the first digit of the first number, its second digit differs from the second digit of the second
number, and so on.

Therefore, given any countably infinite list of real numbers, this procedure can always
produce a real number which was not in our countably infinite list. No matter how many
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countably infinite numbers we list, we can always produce a number which is not in that
list. So any mapping from natural numbers to real numbers will never cover all of the real
numbers.

So, by Theorem 4, we’ve just learned something interesting: there is no such thing as a bi-
jective mapping f : N→ R. Is this true for all the really big number sets that we care about?

Interestingly enough, not at all! There are tons of extremely bizarre mappings that we can
find. Since it’s almost Halloween, let’s see some super spooky mappings.

Example: The cardinality of the set of even integers is the same as the cardinality
of the set of integers. We simply use the bijective mapping f(z) = 2z ∀z ∈ Z.

Example: We can show that |Z| = |N| by mapping every even natural number to
the next consecutive positive integer and every odd natural number to the next consecutive
negative integer.

Example: The following mapping shows that |(0; 1)| = |R|:

BY = 0.01

x = seq(0+BY,1-BY,by=BY)

y = tan((x-1/2)*pi)

plot(x,y, main = "y = pi*tan(x-1/2)")

abline(h=0,lwd=2)
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Example: We can also use 1 to 1 mappings to establish that one set is smaller than
another. Consider the set of natural numbers N and the subset of reals in the interval [0; 1].
The mapping f : N → [0; 1] is 1 to 1, but it is not onto, because there are irrational real
numbers in the interval [0; 1], such as 1

2

√
2. So every natural number is used up without

every number in [0; 1] being used up.
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8 Section 8: 2019 November 5

Topics:

• Convergence of infinite series1

After this class, I expect every student to be able to:

• Have a flicker of familiarity when encountering some extremely
important series

• Connect our study of Taylor Series with our study of convergent
infinite series

BACK TO TABLE OF CONTENTS
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1 Convergence of infinite series:

Let’s talk concretely about some infinite series. A (maybe counterintuitive!) property of
infinite sums is that they often approach one specific number.

In lecture we’ve mostly seen limits of sequences of the form

{a, b, c, · · · }

But today I’m going to talk mostly about sequences that look like

x+ y + z + · · · = ?

It would be very natural to wonder: what’s the relationship between sequences that look
like {a, b, c, · · · } and sequences that look like x + y + z + · · · . To see that, consider that
sequences which look like {a, b, c, · · · } can be the outcome of any ruleset, so they are more
general than sequences that look like x+ y + z + · · · .

Think about a rule that does some operation as many times as you want it to; if you do
it once then you get a, if you do it twice then you get b, and so on. When we talk about a
sequence that looks like x+y+z+ · · · , then we can imagine that when you perform the first
0 additions in the sequence you get a (so x = a), when you perform the first 1 addition in
the sequence you get b (so x+y = b), when you perform the first 2 additions in the sequence
you get c (so x + y + z = c), and so on. So we can always think of an infinite sum as an
infinite series, meaning that x+ y+ z + · · · can always be turned into {a, b, c, · · · }, but it is
not always useful to go the other direction and think of an infinite series as a sum.7

To see what I mean concretely, think about the infinite sum

1− 2 + 3− 4 + · · ·

We can translate that into the following series, where every number represents the output
of the first n+ 1 terms of this sequence:

{1,−1, 2,−2, · · · }

Question: Does this converge? Answer: Surely not!8 So, let’s look at some exam-
ples of very useful infinite sums and their finite limits.

It is always important to keep in mind that when you see a sequence of numbers, they
usually represent the output of some process, so to find out if they converge it’s often useful
to think about that process itself.

7Although of course it is in general possible; simply consider the sum a + b + c + · · ·
8We’ll leave Ramanujan summation and its associated horrifying results for another day.
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There are two immediate connections between the limits of series and topics from 599
and 598 so far.

Let’s start with one extremely useful series. I’m showing this to you because it will come
up when you study Moment-Generating Functions in 599. In order to understand how to
obtain moments from a Moment-Generating Function, you need to use the identity

etX = 1 + tX +
t2X2

2!
+
t3X3

3!
+ · · ·

where X is a random variable and t ∈ R. Let’s set aside t and X for now and let’s just
take any generic real exponent of e, call it x. So let’s study the identity

ex = 1 + x+
x2

2!
+
x3

3!
+ · · ·

Question: Does that remind you of anything we’ve studied before in this class?
Answer: Taylor series! Our old friends! The Taylor series says that:

f(x) = f(a) + f ′(a)(x− a) +
f ′′(a)

2!
(x− a)2 +

f ′′′(a)

3!
(x− a)3 + · · ·

Let’s say that a = 0. When we add this rule, the result is called a Maclaurin series. Picking
any a would be equally correct, but picking a = 0 by default is just a way of standardizing
what expansion we’re talking about. Then we get:

ex =
e0

0!
+

d
dx
ex
∣∣
x=0

1!
(x− 0)1 +

d2

dx2
ex
∣∣
x=0

2!
(x− 0)2 +

d3

dx3
ex
∣∣
x=0

3!
(x− 0)3 + · · ·

ex = 1 + xe0 + x2
e0

2!
+ x3

e0

3!
+ · · ·

ex = 1 + x+
x2

2!
+
x3

3!
+ · · ·

We can write this compactly as

ex =
∞∑
k=0

xk

k!

To think about the convergence of some slightly messier sequences, here’s an extremely
useful rule about the convergence of sequences:

Theorem 6. Suppose that for all n sufficiently large an ≤ bn ≤ cn, an → L, and cn → L.
Then bn → L.
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This very useful theorem is called the “pinching theorem”, the “squeeze theorem”, or the
“sandwich theorem”. The following statement of the theorem and the example after it are
very heavily adapted from Salas et al. (2007: p. 543-544).

Example: Let’s use the squeeze theorem to get another statement for one of our
favourite numbers: we want to show that

lim
n→∞

(
1 +

1

n

)n
= e

We want to apply the pinching theorem. To do that, we first need to show a function
that is greater than the function we care about for sufficiently large n and converges to e,
and another one with the same limit but which is smaller than the function we care about
for sufficiently large n.

Let’s take the following lemma:9(
1 +

1

n

)n
≤ e ≤

(
1 +

1

n

)n+1

But just to make sure, let’s see some artfully selected terms from these sequences, recalling
that e ≈ 2.718:(

1 +
1

10

)10

≈ 2.594

(
1 +

1

100

)100

≈ 2.705

(
1 +

1

1000

)1000

≈ 2.717

But the sequence always remains less than e. In contrast, the following sequence is always
larger than e:(

1 +
1

10

)11

≈ 2.853

(
1 +

1

100

)101

≈ 2.731

(
1 +

1

1000

)1001

≈ 2.719

9For a proof using the definition of ln(x) from its integral identity, see for example Salas et al. (2007: p.
364)
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But this alone doesn’t tell us anything about convergence to e. By writing down these
numbers we can see that it sure looks like both converge to e, but how can we be totally cer-
tain that it won’t bounce away at a really big n? This is where the squeeze theorem comes in.

Start by dividing the right inequality by 1 + 1
n
, reducing the exponent on the right by 1

to obtain:

e

1 + 1
n

≤
(

1 +
1

n

)n
Because of the inequality on the left, we already knew that the following is true:

e

1 + 1
n

≤
(

1 +
1

n

)n
≤ e

We know that e → e trivially (if this seems weird, consider any f(n) so that f(n) =
e ∀n ∈ N, and you’ll see that limn→∞ f(n) → e, so the limit of a constant function is just
that constant). We also know that

lim
n→∞

e

1 + 1
n

→ e

which is true because

lim
n→∞

1

n
→ 0

because we have a situation where an ≤
(

1 + 1
n

)n
≤ cn, where an → e and cn → e, so it

follows that(
1 +

1

n

)n
→ e

And this, by the way, has been a full proof! So we are now entitled to one of the greatest
joys in life: drawing a little box.

�
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Figure 1: Teddy, age 7, visited our class with his mother Hilary and produced these excep-
tional notes on the ideas above.

We want to be very clear about the difference between convergence and equality. Con-
vergence approaches equality only as we introduce more and more terms, but equality is
true for any number of terms. The last example was an example of convergence. To see an
example of equality, let’s use an example of a finite equality in a series with any number of
terms that connects closely to 599: this identity uses the binomial coefficient as a term in
an arbitrarily large series!

(x+ y)n =
n∑
k=0

(
n

k

)
xn−kyk

Recalling that(
n

k

)
=

n!

k!(n− k)!

and it measures the number of ways that you can choose k elements from a set containing
n elements, where the order of the elements does not matter. So, writing out the whole
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expression for the series, we have

(x+ y)n =

(
n

0

)
xn−0y0 +

(
n

1

)
xn−1y1 +

(
n

2

)
xn−2y2 + · · ·+

(
n

n− 1

)
x1yn−1 +

(
n

n

)
x0yn

Let’s check this out using n = 2. Then we have

(x+ y)2 =

(
2

0

)
x2−0y0 +

(
2

1

)
x2−1y1 +

(
2

2

)
x2−2y2

(x+ y)2 =
2!

0!(2− 0)!
x2 +

2!

1!(2− 1)!
xy +

2!

2!(2− 2)!
y2

(x+ y)2 = x2 + 2xy + y2

Of course, that’s exactly what we should hope to see, since we already know that
(x+ y)2 = x2 + 2xy + y2.

NOTE: Now do you see better why we define 0! = 1? If we want to have nice things,
like this beautiful pattern, then we can’t define 0! ≡ 0.

Question: So, how does this differ from convergence? Answer: It’s true for any
number of terms, not just an infinite number of terms. But because it’s also true for an
infinite number of terms, it will continue to be true no matter how large an n you pick.

Note: Equality is a much stronger statement than convergence.
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9 Section 9: 2019 November 12

Topics:

• Wrapping up a Taylor Expansion application1

• A major application of optimisation2

After this class, I expect every student to be able to:

• explain how utilities and optimisation connect

• describe the idea of spatial utilities and write down a simple
functional form for them

BACK TO TABLE OF CONTENTS
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1 Wrapping up a Taylor Expansion application:
Last section we considered the Taylor Expansion of etX where X is a random variable and t
is any number, and I want to quickly tidy up that example (without getting too deep into the
stats uses/interpretations of it, just focusing on how Taylor Expansion and differentiation
find a straightforward application in a crucial topic that you’re studying right now in 599).
We showed that10

etX = 1 + tX +
t2X2

2!
+
t3X3

3!
+ · · ·

where t is any number and X is the random variable of interest. I swore that there is
a connection between this expansion and the Moment-Generating Function. I want to tie
that together so that you know that I am not a liar, and so that you see that series do
have practical applications! The key point here is that the nth moment mn is defined by
mn ≡ E[Xn].

The moments measure, in this order:
1. Mean, which roughly measures the center of the distribution
2. Variance, which roughly measures the spread of the distribution
3. Skewness, which roughly measures which way the distribution leans
4. Kurtosis, which roughly measures how thick the tails of the distribution are

Now let’s look at the Taylor Expansion that I claimed is relevant. To get the nth moment,
let’s take (by the linearity of expectations, which says that E[aX + bY ] = aE[X] + bE[Y ]
for random variables X and Y and real numbers a and b),

E[etX ] = 1 + tE[X] +
t2E[X2]

2!
+
t3E[X3]

3!
+ · · ·

Representing the nth moment as mn, n ∈ N, we can use our definition of a moment to
substitute

E[etX ] = 1 + tm1 +
t2m2

2!
+
t3m3

3!
+ · · ·

This expression is exactly what we call the Moment-Generating Function MX(t), so
MX(t) ≡ E[etX ]. So if we differentiate this expansion n times with respect to t and set
t = 0, we will obtain exactly the nth moment!

mn =
dn

dtn
MX

∣∣
t=0

Exercise: Let’s verify that for a few derivatives. Take the derivative with respect to
t three times, set t = 0, and make sure that you do get m3.

10A related exposition to this one is in my 599 section notes from Fall 2018, available on my website.
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Answer:

d3

dt3
E[etX ]

∣∣∣∣
t=0

=
d3

dt3
(1 + tm1 +

t2m2

2!
+
t3m3

3!
+
t4m4

4!
+ · · · )

d3

dt3
E[etX ]

∣∣∣∣
t=0

=
(3 · 2 · 1

3!
m3 +

3 · 2 · 1 · t
4!

m4 + · · ·
)∣∣
t=0

d3

dt3
E[etX ]

∣∣∣∣
t=0

=
3 · 2 · 1
3 · 2 · 1

m3

d3

dt3
E[etX ]

∣∣∣∣
t=0

= m3

Note: This is why we care about the Moment-Generating Function: it’s an alter-
native expression for a distribution that allows us to very straightforwardly (if not easily)
calculate some extremely important features of it, like its mean and variance. It also moti-
vatives some tools we’ve developed in this class, especially the Taylor Series, derivatives, and
differentiability – underlying this really important idea in statistics, an idea which relates
together fundamental ideas about a distribution like its mean, its variance, and its skewness,
requires using both a Taylor Expansion and derivatives.

2 Utilities and optimisation:

Note: This part of 598 is about taking all of the tools that we developed at the
start of the course relating to derivatives, and showing how they can be used to optimise all
sorts of different functions. One extremely important result – and one that we have seen a
bit of before, for example around our discussion of partial derivatives in section 2, and will
be seeing a lot of again — is that strictly concave functions can be easily optimized, since
they are guaranteed to have a unique maximum. These are the sorts of functions where
our mountain climber is completely guaranteed to reach the top of the mountain just by
following the steepest upwards-pointing derivative.11

Definition 1. Spatial utilities are a method of assigning utilities to an agent who faces a
decision problem by placing them at some point x in a space, also assigning every object of
their choice to a point in that space, and defining a mapping between distance in space and
utility of the agent such that closer objects are always preferred to farther objects.

Note: This idea is really familiar in political science, thanks to Downs (1957).

Note: One common way of operationalizing this is to say that, if the decision-maker’s
position is v and they are calculating their utility for an object of a choice which is positioned
at c, then the decision-maker’s utility is simply given by

11A related exposition to this one is in my 681 section notes from Winter 2019, available on my website.
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u(v, c) = −|v − c|

This is strictly increasing in the distance between v and c, with a maximum at 0 when
v = c. If we had both an x and a y dimension, then we can use our favourite tool for deciding
the distance between points in Euclidean space: the 2-norm. That looks like:

u(v, c) = −
√

(xv − xc)2 + (yv − yc)2

Example: Here are some images which demonstrate the decision problem of leg-
islators voting between a current piece of legislation and a proposed amendment to that
legislation.

It turns out that we can represent this as a problem of optimising a strictly concave
function in 2 dimensions. Namely, that the spatial utility function of a voter positioned at
(xv, yv) has a unique maximum at exactly their ideal point, (xv, yv). Consider a candidate
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at (xc, yc). We said that the voter’s spatial utility obtained from voting for that candidate
is:

u(v, c) = −
√

(xv − xc)2 + (yv − yc)2

u(v, c) = −
(
(xv − xc)2 + (yv − yc)2

) 1
2

First let’s find the maximum on the x-dimension. Remember from the early days of 598
that when we’re trying to find a critical point on a function where we know that the unioque
critical point is just the unique maximum, we can simply take the derivative with respect to
the variable of interest and set the function equal to 0:

∂

∂xc
u(v, c) = −1

2

(
(xv − xc)2 + (yv − yc)2

)− 1
2 · 2(xv − xc)(−1)

0 =
xv − xc√

(xv − xc)2 + (yv − yc)2

Isolating xc to figure out where the candidate should locate themselves, we get

0 = xv − xc

xc = xv

Similarly for the y-dimension,

∂

∂yc
u(v, c) =

1

2

(
(xv − xc)2 + (yv − yc)2

)− 1
2 · 2(yv − yc)(−1)

0 =
yv − yc√

(xv − xc)2 + (yv − yc)2

0 = yv − yc

yc = yv

And we could repeat this for any number of dimensions. So, spatial utility functions have
exactly the property we wanted: we can cleanly optimize them, and the unique maximum
of a voter’s utility is exactly at that voter’s location, which we call their ideal point.

Exercise: The result here contains an extremely ugly contradiction.12 If xc = xv and
yc = yv, then the denominator of the fraction is 0. This is actually a deep hole in the simple

12Thanks to David Chung for first pointing this out to me.
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spatial optimisation idea. One way that we could work around this is by instead constructing
the problem so that, as the candidate’s position approaches the voter’s ideal point, the voter
increasingly likes the candidate, so that the denominator is infinitesimal but nonzero. Since
we have just been studying limits and infinite series which are just like that idea, try to write
out a version of spatial utilities that accomodates this idea. Answer: A sufficient answer is
any idea which uses a limit to define a series which monotonically decreases in the distance
between the points.
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10 Section 10: 2019 November 19

Topics:

• Future discounting1

• Utilities and optimisation part 22

After this class, I expect every student to be able to:

• explain the idea of future discounting

• look at a problem that involves optimising a player’s utility and
feel no fear!

BACK TO TABLE OF CONTENTS
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1 Future discounting:
Let’s quickly flesh out the substance of an idea that we encountered in the last problem set,
called future discounting. The idea is that someone who is making a choice might prefer to get
$x right now over getting the same $x in the future, and that the further in the future that it
is, the less valuable it is for you. This idea is represented in economics using an infinite series.

Recall: In problem set 5, you proved that

∞∑
t=0

k ∗ δt =
k

1− δ

For 0 < δ < 1 and any k ∈ R. Let’s see what this looks like for different values of δ. The
key to look for in this picture (produced by the following R code) is that higher values of δ
represent valuing the future more highly, whereas smaller values of δ represent valuing future
payoffs less.

#Set the maximal value for the set to consider

MIN <- 1

MAX <- 10

#Good maxes: 10, 100

#Define the range we will consider for t, the value k earned in each period,

# and the values of delta that we will consider

t <- seq(MIN, MAX, by=1)

k <- 2

dVals <- c(0.1,0.3,0.7,0.9,1)

cols <- c("blue","green","purple","brown","orange")

#Calculate the series for each value of d. This the value of each term, NOT

# the value of the cumulative sum, but of course if each term is getting

# smaller then so too will the difference in each term of the running sum

plot(t, k*0**t, xlim=c(MIN,MAX+MAX*1/5),ylim=c(0,2.5), pch=19, col="red",

xlab="Period",main="Values of k*delta^t", cex=1.3)

for (i in seq(length(dVals))) {

points(k*dVals[i]**t, pch=19, col=cols[i])

}

legend(x=MAX+0.2,y=2.5,pch=19,col=cols,legend=(paste0("delta = ",dVals)))
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Note: δ is a property of the player: δ is how much I personally care about the future.
k is a property of the situation: k is how much I am earning in each round of this scenario.
t represents the passage of time: t starts at round 0 and it goes up by one to represent every
round that passes.

Example: Children have been known to break into kitchen cabinets to steal chips
and feed them to the family dog. In situations like this, the dog’s happiness increases mono-
tinically in how many the child feeds it, and since dogs aren’t great at delayed gratification,
the dog prefers to eat a chip now rather than eating a chip later. Suppose that a creative
child with a promising mathematical future acquires a cache of chips and poses the following
puzzle to the family dog: either I will give you 4 chips now, or I will give you 2 chips once
a day every day for the rest of your life. The dog, like any dog, assumes that it will live
forever, so we can use the identity that you proved on the problem set. How much does the
dog need to discount the future (so, what does its δ value have to be) in order for it to be
indifferent between the choices?

Answer:

k

1− δ
= 4

2

1− δ
= 4

1

2
= 1− δ
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δ =
1

2

Above that δ we are happy enough with distant payoffs that we will accept the lifelong
chip lottery. Below that value we don’t care about future payoffs enough to prefer the lottery
over the immediate gift of chips.

2 Utilities and optimisation part 2:
Last time we saw probably the simplest and most ubiquitous types of utilities, spatial util-
ities, which are a very common quantity that gets optimised. As part of thoroughly in-
troducing the idea of optimising utilities, let’s now look at probably the oldest example of
optimising utilities, and one that still gets brought up as a workhorse/reference in political
science: the Cournot Duopoly model.

Example: This is a classical Cournot Duopoly model.13 I have written this example
to be extremely similar to the example using maxx,y f(x, y) = −1

2
x2 − xy− y2 − 3y in Iain’s

unconstrained optimisation lecture from Lecture 18.

↪→Say that q1 and q2 are the quantities of some product produced by firms 1 and 2.

↪→Set P (Q) = a − Q is the “market-clearing price” (equilibrium price, the price
at which quantity supplied exactly equals quantity demanded), for the aggregate quantity
on the market Q ≡ q1 + q2

↪→Say also that the cost to firm i, i ∈ {1, 2} of producing quantity qi is Ci(qi) = cqi
where c is just some constant.

↪→Finally, say that the players move simultaneously.

Let’s start by writing this game out in the format that Iain encouraged you to write it on the
problem set that you just handed in today, namely by identifying the players, the strategies,
and the payoffs. When a game is written out in this manner it is called a “normal form
game”. We have:

↪→Players: firms 1 and 2

↪→Strategies: either firm can choose from the continuous strategy set Si = [0;∞].

↪→Payoffs: say that each firm’s payoff is simply its profit. Then the payoff ui(si, sj)
is the price of producing the goods minus the cost of producing them, which is given as
follows.

13The meat of this example is entirely taken from Gibbons (1992: p. 15-17), but I have dramatically
changed the formatting and wording, and added some commentary. A related exposition to this one is in
my 681 section notes from Winter 2019, available on my website.
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ui(qi, qj) = qiP (qi + qj)− cqi

ui(qi, qj) = qi(a− (qi + qj))− cqi

ui(qi, qj) = qia− q2i − qiqj − cqi

Now, to find the equilibrium, we want to figure out how each player i can maximize their
utility ui. So let’s start by checking the first order condition for either player i:

0 =
∂

∂qi
(qia− q2i − qiq∗j − qic)

0 = a− 2qi − q∗j − c

2qi = a− q∗j − c

q∗i =
1

2
(a− q∗j − c)

So, we obtain the following optimal quantity choices for the two firms:

q∗1 =
1

2
(a− q∗2 − c)

and

q∗2 =
1

2
(a− q∗1 − c)

Now we can just solve the pair of equations by plugging one into the other:

q∗1 =
1

2
(a− 1

2
(a− q∗1 − c)− c)

2q∗1 = a− 1

2
a+

1

2
q∗1 −

1

2
c− c

2q∗1 −
1

2
q∗1 =

1

2
a− 1

2
c

3

2
q∗1 =

1

2
a− 1

2
c

q∗1 =
a− c

3
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And, by the symmetry of the equations, we find similarly

q∗2 =
a− c

3

Was the first order condition indeed sufficient to find the maximum? Let’s check the Hessian
matrix, which is:

D2ui =

[
−2 −1
−1 0

]
The sign of the determinant of the first leading principal minor is negative since

|A1| = −2

And the sign of the second leading principal minor is negative since

|A2| = (−2 · 0)− (−1 · −1)

|A2| = −1

So the Hessian is indefinite, which means that this isn’t in general sufficient to find the
global maximum (positive definite would mean a minimum, negative definite would mean a
maximum, indefinite means a saddle point). It turns out that the function is concave down
if qj < a− c, which is true so long as the players are playing the equilibrium strategy. How
can we interpret this? In retrospect, it isn’t too surprising, because we only maximized the
function assuming that the other player is also maximizing their function, which is the core
conceit of strategic interactions. If the other player for whatever reason does not maximize
their utility function, then we have a completely different situation where we might have the
opportunity to obtain a higher utility value.

Since this is the maximum of both players’ payoffs, we say that this is the unique Pure Strat-
egy Nash Equilibrium of the classical Cournot Duopoly game. But what’s more important
is that again we have seen that payoffs in a strategic interaction are just a function that can
be maximized like any other function.
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11 Section 11: 2019 November 19

Topics:

• Sign of the Lagrangian1

• Lagrangians in statistics2

After this class, I expect every student to be able to:

• construct the Lagrangian for a constrained optimization prob-
lem by either adding or subtracting the Lagrangian multiplier

• remember that constrained optimisation is definitely not just
for game theorists!

BACK TO TABLE OF CONTENTS
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1 Sign of the Lagrangian:

Note: When seeking max
x1,...,xj

f(x1, . . . , xj) under the k equality constraints

g1(x1, . . . , xj), . . . , gk(x1, . . . , xj), the following two definitions of the Lagrangian are exactly
equivalent:

L = f(x1, . . . , xj) + λ1g1(x1, . . . , xj) + . . .+ λkgk(x1, . . . , xj)

L = f(x1, . . . , xj)− λ1g1(x1, . . . , xj)− . . .− λkgk(x1, . . . , xj)

To make sure that notation isn’t getting in the way, take the example of two variables
x and y and one equality constraint g(x, y) on the function f(x, y) to be maximized. Then
the Lagrangian is either of the following:

L = f(x, y) + λg(x, y)

L = f(x, y)− λg(x, y)

Example: Let’s try it both ways with an optimization problem. Let’s say that we
want to find the point on the line x+ y = 1 which is closest to the point (2,3).14

To set up the constrained optimization problem, we need two pieces. First, we need the
function f(x, y) to be maximized. This is the distance between any given coordinate (x, y)
and the point (2, 3). We’ve talked a lot about the default distance equation in 2-dimensional
space: the Euclidean 2-norm. So that’s

f(x, y) =
√

(x− 2)2 + (y − 3)2

But we have the opportunity to simplify f(x, y) here – and this is always a desirable thing
to do, as we learned from Theorem 2. With a small amount of algebra we can see that√
a >
√
b ⇐⇒ a > b for 0 < a, b ∈ R. So we have the very nice opportunity to simply drop

the square root and take our objective function to be:

f(x, y) = (x− 2)2 + (y − 3)2

Note: This is an extremely fundamental trick in scientific computing, because square
roots have to be found by an extremely slow iterative algorithm. If you are comparing the

14I made this specific example up completely, but lots of excellent examples along these lines (although
not exactly focusing on the sign of the Hessian) can be found in the standard real analysis text by Edwards
Jr. (1973).
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sizes of quantities in a computer program and the program is running very slowly, ask your-
self: are there any square roots here that I can drop without changing the answer?

And we were given the constraint that the point must be on the line x + y = 1. The claim
above says that we can choose either of the following functions to be g(x, y):

g(x, y) = x+ y − 1

g(x, y) = 1− x− y

So let’s try it with each constraint, starting with the first one (Note: If you look at the
Lagrangian you will see that trying it with each constraint is identical to trying it with ±λ).
The full Lagrangian is

L = (x− 2)2 + (y − 3)2 + λ(x+ y − 1)

Then we have the following partial derivatives:LxLy
Lλ

 =

0
0
0


2(x− 2) + λ

2(y − 3) + λ
x+ y − 1

 =

0
0
0


From the last equation, we have

x+ y − 1 = 0

x+ y = 1

And the first two equations say

2(x− 2) + λ = 0

x = −λ
2

+ 2

And symmetrically

y = −λ
2

+ 3
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Plugging these latter two identities into the first gives

1 = −λ
2

+ 2− λ

2
+ 3

1 = −2
λ

2
+ 5

−4 = −λ

λ = 4

Using this value of λ to find x and y then,

x = −4

2
+ 2

x = 0

And

y = −λ
2

+ 3

y = 1

This was the unique critical point.15 So was this a maximum or a minimum? To see this we
have to construct the Bordered Hessian:

B =

 0 gx gy
gx Lxx Lxy
gy Lyx Lyy



B =

0 1 1
1 2 0
1 0 2


So that

15We do not need to check the constraint qualification to know that this is the unique critical point, because
as we saw in lecture, whenever the constraint function is linear the constraint qualification is satisfied and
the first order conditions of the Lagrangian will uncover every critical point.
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|B| = 0(2 · 2− 0 · 0)− 1(1 · 2− 1 · 0) + 1(1 · 0− 1 · 2)

|B| = −2− 2

|B| < 0

In lecture we saw that, with k = 1 equality constraints, then (−1)1|B| > 0 =⇒ minimum.
Since |B| < 0 =⇒ −1|B| > 0, therefore the critical point is a minimum.

So that completes this first way of solving the problem. Now what if we had rearranged
the constraint differently: what if we had instead picked the second constraint, so that the
Lagrangian is

L = (x− 2)2 + (y − 3)2 + λ(1− x− y)

So what happens to the partial derivatives? Now we haveLxLy
Lλ

 =

0
0
0


2(x− 2)− λ

2(y − 3)− λ
1− x− y

 =

0
0
0


So this time the last equation gives

1− x− y = 0

x+ y = 1

And the first two equations say

2(x− 2)− λ = 0

x =
λ

2
+ 2

And symmetrically

y =
λ

2
+ 3
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Combining these three expressions,

1 =
λ

2
+ 2 +

λ

2
+ 3

1 = 2
λ

2
+ 5

λ = −4

Then, plugging this value into the equations for x and y,

x =
λ

2
+ 2

x = −4

2
+ 2

x = 0

and similarly

y =
λ

2
+ 3

y = −4

2
+ 3

y = 1

Question: How exactly did this work out? Answer: When we take all of the partial
derivatives, no matter how we chose to rearrange the constraint, the constraint itself will
always be the same. The difference that will be enforced is whether the partial derivatives
with respect to the choice variables results in adding or subtracting the term(s) that in-
clude(s) lambda. In this case, if λ was positive, the partial derivatives would work out so
that we are subtracting it. If λ is negative, the partial derivatives work out so that we are
adding it. The critical point is the same regardless.

Next let’s just make sure that it remains the minimizer. To do this we seek the bordered
Hessian of the function L = (x− 2)2 + (y − 3)2 + λ(1− x− y), which is given by:

B =

 0 gx gy
gx Lxx Lxy
gy Lyx Lyy
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B =

 0 −1 −1
−1 2 0
−1 0 2


so that the determinant is now given by

|B| = 0 ·
∣∣∣∣2 0
0 2

∣∣∣∣− (−1) ·
∣∣∣∣−1 0
−1 2

∣∣∣∣+ (−1) ·
∣∣∣∣−1 2
−1 0

∣∣∣∣
|B| = 0(2 · 2− 0 · 0)− (−1)(−1 · 2− (−1) · 0) + (−1)((−1) · 0− (−1) · 2)

|B| = −2− 2

|B| < 0

So we have now shown that for this example, it doesn’t matter how you rearrange the con-
straint equation g(x, y), and it also doesn’t matter whether you add or subtract λg(x, y)
when you form the Lagrangian. This is true in general, not just for this example.

Question: Now, how could we have identified a maximizer of this function? An-
swer: There is no maximizer; we can set x and y to be arbitrarily far away along this line.
If the constraint does not define a compact region, then we may have only one critical point,
a maximum or a minimum. But if the constraint defined a compact region (for example, if
I had added the second constraint that x, y > 0, or if we were on a circle instead of a line),
then we would necessarily have both at least one maximum and at least one minimum.

The following R syntax and plot shows what exactly is going on here:

#Global vars

LINES <- TRUE #Whether or not to draw lines to the point

PLOT_EVERY_N <- 100 #How many lines to plot

#Location of the point to find the distance to

PT_X <- 2

PT_Y <- 3

#x-value range to consider

X_MIN <- -1

X_MAX <- 2

#Construct the set of x points and y points according to 1 = x + y
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xPoints <- seq(X_MIN,X_MAX,by=0.001)

yPoints <- 1 - xPoints

#Draw the plot without lines

plot(xPoints,yPoints, xlim=c(X_MIN, max(X_MAX, PT_X+1)),

ylim=c(min(yPoints), max(1, PT_Y+1)),

xlab="x",ylab="y",main="Distance from 1 = x + y to a point")

points(PT_X, PT_Y, col=’blue’, pch=19)

#Add dashed axes to plot

abline(v=0, lwd=2, lty=2)

abline(h=0, lwd=2, lty=2)

#Calculate a list of all of the distances at each line point

dist <- (PT_X - xPoints)**2 + (PT_Y - yPoints)**2

#If the LINES switch is on, then draw lines representing those distances

if (LINES) {

for (i in seq(length(dist))) {

if (!((i - 1) %% PLOT_EVERY_N)) {

lines(c(xPoints[i],PT_X),c(yPoints[i],PT_Y), col = "grey6", lwd=1.5)

}

}

}

#Find the point corresponding to the minimum of all distances

minX <- xPoints[which(dist == min(dist))]

minY <- yPoints[which(dist == min(dist))]

#Colour the minimum line and minimum point red so they stand out

if (LINES){

lines(c(minX,PT_X),c(minY,PT_Y), col = "red", lwd=2)

points(minX,minY,col="red",pch=19)

}

#Print the resultant value

print(

paste0(

"The point on the line y + x = 1 which is closes to (", PT_X,",",PT_Y,

") is ","(",minX,",",minY,")"

)

)
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2 Lagrangians in statistics:

Remark: We have focused very heavily on applications of Lagrangians in formal
modeling, because they’re an absolutely inescapable tool that you need in order to get even
some of the most basic results in game theory. But we can’t let that obscure a complemen-
tary truth: that constrained optimisation is also essential for applied statisticians. I want to
just quickly review some stats tools that explain why this is so. For reasons relating to my
personal biases and background, I have mostly picked machine learning examples,16 but rest
assured that constrained optimisation turns up all over the rest of Bayesian statistics and in
many hypothesis testing and inference situations.

Example: (Ridge regression) Without scooping POLSCI 699 by engaging in a
detailed discussion of regression, this is a modification of the regression idea that is appropri-
ate in some situations where regression fails to produce a single best fit line. In some cases
where a regression might output multiple possible answers, ridge regression uses a constraint
that reduces it to only one answer. Ridge regression is extremely important for political sci-
ence (actually I think that political scientists use Ordinary Least Squares in many situations
where they should use ridge regression, but let’s talk about that only after you’ve finished
699), and the ridge regression equation is exactly a Lagrangian that looks just like the ones
we’ve been studying.

Example: (Probabilities) We know that a probability p is bounded so that
0 ≤ p ≤ 1 by definition. So often we want to maximize something involving probabilities
under the constraints that p ≥ 0 and p ≤ 1. We can do this with arbitrarily many constraints
... just remember that of course we need more choice variables than constraints!17 A very
common thing to maximize in Bayesian statistics is the likelihood that our hypothesis is the
correct one, given the set of observed data.

Example: (Empirical risk minimization) Consider data which we divide into
“training” and “test” data (the central trick in statistical classification), and we want to
minimize the risk of misclassification. So we define something called the empirical risk: we
classify the test data according to some procedure, and then we check the misclassification
rate in the test data, and then we re-apply some modified version of the procedure to
continually reduce the risk of misclassifying data points. However, this idea invites the
very bad problem of overfitting: we will get a classification rule that is extremely well-
suited to the particular data sample that we have, but might not generalize to other samples
from the same population. One extremely common solution to this is to apply something
called a “complexity penalty” to whatever procedure we come up with. So with observations
θ, empirical risk R(θ), and the “procedure” (allow me to a bit a bit hand-wavy in what
this procedure is exactly) f(θ), we introduce a complexity penalty g(θ) so that we have a
constrained minimization problem of the form

16Relying heavily on the absolutely wonderful book Murphy (2012).
17A particularly nice discussion of this can be found in (Mathews and Walker, 1970: circa p. 332).
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minR(θ, λ) = min(f(θ) + λg(θ))

This idea underlies probably a majority of the classification techniques and learning rules
that you will encounter as a political scientist.

Example: (Support vector machines) This is a method for classifying points. We
are trying to draw a separating line (called, to account for the case where we want to classify
into more than 2 bins, a “separating hyperplane”) to classify points into some number of
categories. More than one hyperplane will do this for pretty much any realistic dataset, so we
also have the rule that we want the widest possible margin between the hyperplane and the
nearest data points, to give us a better chance of correctly classifying out-of-sample points
which might be close to the boundary we’re drawing between the two categories. This is a
classic constrained optimisation problem, and one which sort of flips the examples we’ve seen
on their heads: the function to be maximized is the margin size, and the constraint is that
we have to maximize that minimizing the misclassification rate. Conversely, the function to
be maximized could be the classification rate, while also maximizing the margin size. So
this is a fun example where our constraint is actually to maximize a whole other quantity!
It collapses to a simple Lagrangian if you just say that the constraint is that the margin has
to be bigger than a certain value.
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12 Section 12: 2019 December 3

Topics:

• 598 in mathematical context1

• Math topics outside of 5982

After this class, I expect every student to be able to:

• know where to look as a first step upon encountering any of
these math topics out in the wild!

BACK TO TABLE OF CONTENTS
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This section has two purposes:
i To acknowledge that there are mathematical topics that you might encounter in the

political science literature that we did not have time to cover in 598, and

ii To give you a starting point for how to start learning about those topics when you
see them.

On the topic of i , however, I want to be crystal clear that what I am talking about
today are all niche topics. 598 covers by far the bulk of the math that is used in political
science, and what we’ll see throughout this section is that there are strong connections be-
tween topics learned in 598 and every other domain of applied math.

1 598 in mathematical context:

We could roughly understand the material in 598 as follows. A very common dichotomy
in discussing how math is studied is to talk about the difference between algebra and anal-
ysis. Along these lines, 598 contains more or less three threads.

↪→ Algebra topics: Vectors → matrices → eigenvalues and eigenvectors → vector spaces

↪→ Analysis topics: Functions → limits → continuity → optimisation → fixed points

Some major topics not listed here, like utility functions, are examples of the topics above:
for example, utility functions are functions (sometimes they are correspondences, which we
also talked about a lot). We also studied a few niche topics in the foundations of math

↪→ Foundations topics: Sets → sequences

Of course, these boundaries are fuzzy – we very seriously studied compactness, which is
a property of sets of numbers but is entirely about the existence of limits, and many other
topics cross the boundaries like this. If you would like a more detailed idea of how everything
fits together then I highly recommend the very great book Kline (1972).

2 Math topics outside of 598:

For each topic that I mention in this section, I describe three things: what is the topic,
how is it used in political science, and how does it relate to topics that you’ve learned in
598? I’m restricting myself to papers or books which are applications, not methodological
innovations, and which were published within the past 10 years.18

18I impose an additional restriction. It’s a sad reality that if you judged a methods class by the demo-
graphics in its bibliography and theorem names alone, you might reasonably conclude that the class is being
taught in Vienna in the year 1890, both because of who was enabled to develop these ideas in the first place,
and because of contemporary inequities over the past few decades in who has written a lot of the most-used
math texts. So I take this opportunity to only provide references to papers where the first author is a woman,
and where possible a woman of colour.
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Geometry (especially trigonometry):

Geometry is the study of shapes, trigonometry is specifically the study of triangles.

Recall: The basic trigonometric relations measure the properties of a triangle.

Example: Vector geometry, including some trigonometry ideas, is heavily used in
text analysis. The simplest model is called “bag of words”. First you pick a dictionary of
words, like a standard English dictionary. Say that there are D words in the dictionary, then
we construct a vector of length D. Then we count the number of times that each word in
our dictionary occurs in the text document that we care about, and we record that number
in the corresponding position of the vector. So if the word “platypus” occurs 700 times in
our document, then the element of the vector that corresponds to the word “platypus” will
contain the number 700. This is the simplest type of word vectorisation – it was the state
of the art about 50 years ago.

Of course, the huge piece that’s missing from this method is that it is extremely difficult
to say anything about relationships between words, since we haven’t captured how often
words occur in relation to one another. So now let’s think about ways of capturing pairs of
words. Say that I have the two corpuses {I love cats} and {cats love my food}. Now consider
the matrix that records how often each word is adjacent to each other word in our corpus:

I love cats my food
I 0 1 0 0 0

love 1 0 2 1 0
cats 0 2 0 0 0
my 0 1 0 0 1

food 0 0 0 1 0

We can already make some neat conclusions just from looking at this table. Love is a
word which is closely related to cats and closely related to me. Food is related to me, but
not to cats. But here’s the most interesting piece: imagine that you are an alien who doesn’t
speak any human language and I asked you to just look at the numbers associated with the
word “I”, namely the vector

[
0 1 0 0 0

]
, and I asked you: what is the closest word to

“I” in this mix, judging only by the vectors associated with them?

I think there are two answers: you could name the vector associated with “cats”, which is[
0 2 0 0 0

]
, or you could name the vector associated with “my”, which is

[
0 1 0 0 1

]
.

So your alien brain would have two hypotheses: either “I” and “my” mean something very
similar, or else I am a cat. The idea is that in a sufficiently large corpus these ambiguities
go away.

Now recall that a k−dimensional vector specifies a line in k−dimensional space. Sur-
prisingly, this means that a geometric measure of similarity between two lines can be used
to measure the similarity between two words! If we imagine that all of the vectors meet at
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one point, then one such measure is the angle between each vector. As it happens, there
are particularly efficient ways of finding the cosine of an angle. So if you ever venture into
the world of text analysis, the baseline notion of similarity between two words is the “cosine
similarity”, which is simply the cosine of the angle between the vectors associated with any
two words.

You might say that adjacency is a very simplistic way of defining similarity. Of course
you’re right – the biggest contemporary word vectorisation packages use extremely fancy
machine learning methods to construct the vectors associated with words, based on very
complicated ways of classifying their relative positions in a document. And the results they
produce can be extremely sophisticated. The famous result used to advertise one of the
major word embeddings (word vectorisation) packages a few years ago is that when you take
the vector that this package associates with the word “king” and substract the vector that
it associates with the word “man”, the closest vector out of all the words in its corpus to
the result is the vector that it associated with the word “queen”.

If you are interested in a political science example, the paper Rodman (2019), called
A Timely Intervention: Tracking the Changing Meanings of Political Concepts with Word
Vectors, asks how the use of words in political science drifts over time and testing different
text analysis packages against words that were known to have shifting meaning. This should
be a very hard test for packages that take the meaning of the words to be fixed (a word
usage from 1922 in my corpus should affect the procedure I described as much as a word
usage from 2019), and it’s a really good example of how powerful word embeddings can be.

Example: Plenty of formal models are extremely geometric. One example is the
theory of Veto Players, invented by George Tsebelis. The model requires thinking about
the size of various winsets in some policy space, which is the region of the space where a
proposal would be able to obtain a sufficient number of votes to pass. So George’s talks and
papers often involve literally drawing geometric figures to find the winset, and a hypothesis
can absolutely hinge on, say, the area of a hexagon. As a substantive example of how people
apply this purely geometric idea to political science questions, I recommend Angelova et al.
(2019), Veto player theory and reform making in Western Europe.

Of course, spatial voting logic is maybe the central theoretical idea in the history of
quantitative political science, and the geometric problems here abound.

Connections and where to start: We did almost none of this in 598, although we
did see the unit circle in some constrained optimisation examples. However, I believe that
this is a topic that everyone encountered in detail in high school. All of the geometry that
is every used in political science is much simpler than the topics we’ve been studying in 598,
so as a starting point anything you learned from in high school classes is probably sufficient
to remind you of the main properties of simple polygons.

Logic:
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Logic studies the relationships between propositions, and whether or not those proposi-
tions are true.

Example: (Causal inference) Pure logic is a surprisingly fertile tool for applica-
tions and innovations in causal inference. Nahomi Ichino makes this point in her seminar
classes, very often bringing questions back to the logical structure of inference. We can see
this just by thinking about the idea of a confounding variable, which is maybe the most
basic problem statement in causal inference. If we have a situation where X causes Y and
causes Z, while Y does not cause Z, then we might incorrectly conclude that Y causes Z
simply because an unobserved value in X causes simultaneous changes in Y and Z. But if
you replace “causes” with “implies”, you will see that this is just a logic problem!

As a political science application, Falleti and Lynch (2009) give a really clean example
in Context and Causal Mechanisms in Political Analysis : they survey and refine the idea
of causal mechanisms in political science, which they say take statements of the form “If
I, then O” (I → O) and turn them into statements of the form “If I, through M, then O”
(I → M → O). This sort of pure logic is still extremely productive in statistical thinking
for political inference.

Connections and where to start: Believe it or not, logic and math are historically
separate disciplines, which around the turn of the last century were deliberately unified
against very active protestations by many logicians as well as many mathematicians. The
main logical study that we made this semester was some special topics in set theory. As a
starting place, I would recommend reading some texts specifically about logic in causal in-
ference, rather than trying to crack open a pure logic textbook (although some people think
the other way, and believe that the first step in learning how to do social science research
designs should be reading a full introduction to logic). This is one of the most prominent
conversations in statistics and social science, so it is easy to find good modern texts that
engage with what exactly causality means in different domains.

Other calculus topics:

Two central calculus topics that we didn’t cover are integration and ODEs.

Integration you have certainly seen (in math camp and 599?). It is the operation that
undoes derivatives. This is called the Fundamental Theorem of Calculus:

F (x) =

∫ x

a

(t)dt

then

F ′(x) = f(x)
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Ordinary differential equations are derivatives of functions of a continuous parameter,
which in scientific applications typically represents time, so it is the time-derivative of some
function in the form ∂

∂t
f(x, t). The idea is that these equations model the change in some

function of the variable x as time progresses.

Example: Integration will be used in a few crucial situations. One example is
whenever we need to calculate the expectation of a continuous random variable. Another
is whenever we have the PDF of a random variable and we need to find the CDF of that
random variable. In either of these situations we have to integrate. Both are so fundamental
that it’s hard to single out one paper that uses them – you’ll see expectations and CDFs all
the time, but these are more 599 topics than 598 topics.

Example: ODEs are used whenever we care about how a value changes in time. A lot
of these applications got filtered through Evolutionary Game Theory, which combines game
theory together with ODEs to study the changes in animal populations over time. People
try to bring these tools into political science every so often, and one example is in vote choice
modeling: we can think about the number of supporters of one party versus another as a
proportion of a population that evolves with time (I wanted to do this in my dissertation for
a few months, but then I stopped believing in this particular application). A really fun paper
along these lines is Guevara et al. (2018), Evolution of Electoral Preferences for a Regime of
Three Political Parties, where the x in ∂

∂t
f(x, t) represents the level of support for a given

candidate, so ∂
∂t
f(x, t) is the change in that support level over time. This study is called

dynamical systems.

Connections: Unsurprisingly, we’ve learned a ton of tools that are directly usable to
understand these math topics. Integration is just the operation that undoes derivatives.
ODEs are just the possible differential equations that arise when taking the derivative with
respect to some continuous parameter. I learned integration in depth from Salas et al. (2007),
which was fine. The most standard text is Rudin (1953), and for learning how integration
is used in statistics for political science you cannot do better than the books on the 599 syl-
labus. For ODEs, the gold standard text is Tenenbaum and Pollard (1963), while the flavour
of how they are used to study scientific phenomena is given really nicely by Strogatz (1994).19

Numerical linear algebra:

The study of operations on matrices (which, remember, is how data is stored) which
do not propagate errors. Such algorithms are called “stable”. It turns out that many of
these algorithms are based on creative matrix factorisations. By factorising a matrix we can
stably apply operations to it that, in its un-factorised form, would introduce explosive errors.

Example: You know an algorithm for row-reducing a matrix: Gauss-Jordan elimi-

19For a more rigorous treatment I really like the book Hirsch et al. (2004). The union of ODEs and game
theory was achieved by John Maynard Smith in the topic called Evolutionary Game Theory. He has many
books and articles on this really fun topic, which does find some extremely rare applications in political
science.
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nation. The problem is that if you instructed the computer to do exactly what you do when
you row-reduce a matrix using Gauss-Jordan elimination, this algorithm is not stable. So
there are stable modifications of Gauss-Jordan elimination which involve modified Gaussian
elimination that relies on the LU factorisation.

Example: This work is often buried because algorithmic stability and efficiency
aren’t things you get to brag about in political science journals, sadly. I have spent a ton
of time thinking about error propagation in algorithms in my own work, so I can definitely
say that it matters if you are dealing with very small numbers. But one piece that does get
forefronted is eigendecompositions, which are very frequently used as an efficient and stable
way of finding the eigenvalues of a matrix. A really nice example of a paper that heavily
uses this idea to study opinion dynamics and for purposes like understanding the spread of
fake news is Koprulu et al. (2016), Battle of Opinions Over Evolving Social Networks, using
eigendecompositions.

Connections: We talked about two matrix decompositions in this class. One was the
LU decomposition, A = LU , where L is lower triangular and U is upper triangular. The
other was the eigendemposition, A = XΛX−1, where the columns in X are the eigenvectors
of A and the diagonal extries of Λ are the corresponding eigenvalues. Probably my favourite
textbook of all time is the standard text in numerical linear algebra: Trefethen and Bau
III (1997), which to me is quite simply the gold standard of mathematical communication.
Numerical linear algebra also has a pretty good Wikipedia page – at least, I think it’s good,
since I’m the one who wrote it! :)

Graph theory:

Roughly, the study of nodes connected by edges.

Network analysis is just an application of graph theory. In network analysis, we think of
individuals as the nodes (say, people or countries) connected by edges that represent some
relationship between those individuals (say, the opportunity to pass information to each
other like on social media, or a trade agreement between countries). So we might say that
countries A, B, and C form a network of countries we care about. Countries A and B each
have a trade agreement with country C, but do not have a trading relationship with each
other. So if we wish to model the passage of goods between the countries, then our network
tells us that any goods which travel between countries A and B must travel through country
C.

One great scholar who studies this is named Iain Osgood, and you can see it applied in
his and Jieun Lee’s superb paper from March of this year, Lee and Osgood (2018), called
Exports, jobs, growth! Congressional hearings on US trade agreements.

Connections: Graph theory is part of topology, which is the study of particular types of
geometric objects. Since topologists often study the relationships of large number of points
in a space, taking a set and applying structure to it to obtain some topological surface, this
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is the subfield that really gives us a rich understanding of topics like continuity and com-
pactness. So while networks look very different from these ideas, you have actually studied
much more related topics than you will think at first: just keep in mind that these topology
topics are all about the relationships between sets of points. I don’t have any specific intro-
ductory materials to recommend, but one of the primary inventors of network analysis, Mark
Newman, regularly offers a graduate level class at the University of Michigan that students
in our department have taken. If you have any interest in network analysis, you couldn’t
possibly ask for a better source to learn that topic from.

Complex analysis:

Complex analysis is the study of complex functions, which are functions of complex num-
bers: numbers of the form a+ bi, where a, b ∈ R and i ≡

√
−1.

Examples: Complex analysis is probably the math topic that has the highest ratio of
prevalence in natural sciences to prevalence in social sciences, and I’m honestly not sure
why that is. In natural sciences complex analysis is an exceptionally fundamental topic and
some familiarity with complex numbers and their relationships to trigonometric relations is
already assumed in first year courses, whereas in political science we almost never encounter
any topics that touch it even at the frontier of research. But there is one tool in complex
analysis which I predict will inevitably gain in popularity at some point and find applications
in political science because it is just such an extremely fundamental tool across all of science:
Fourier Transforms. It turns out that any function which is integrable on some interval can
be approximated by a sum of sin functions. This is useful primarily because it’s a whole
lot easier to apply various tools to a sum of sin functions than it is to apply them to any
arbitrarily messy functional form.

It has so far not seen extensive use in political science, but the main area where Fourier
Analysis is used is in the study of time series data. One example is Chawsheen and Broom
(2017), Seasonal time-series modeling and forecasting of monthly mean temperature for de-
cision making in the Kurdistan Region of Iraq.

Connections: Maybe the nicest bridge to things we’ve mentioned previously is Euler’s
formula, which states that exi = cos(x) + i sin(x) for some x ∈ R. This is probably the single
most famous equation in math (probably it is second in fame to the equation 1 + 1 = 2) in
the special case that x = π, which reduces to eπi = −1, or the more ham-fisted but more
popular form that you may have seen: eπi + 1 = 0. We are close friends with e from our
study of calculus, so the imaginary number system is only a short distance away.
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This section was devoted entirely to review.
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